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Notation: Statement 1 ⇒ Statement 2 is read as "Statement 1 (is true) implies Statement 2 (is true)".
In other words, this means that "if Statement 1 is true, then Statement 2 is true".

Exercise 1.7 Using this notation, specify the set of all positive, even numbers. Specify the set of all
negative, odd numbers.

Solution: The set of all positive, even numbers can be specified using this notation as

{a ∈ Z| a > 0, a = 2× n for some n ∈ Z},

which can be read as "the set of elements a in Z such that a is greater than 0 and such that a equals 2
times some other integer. This specifies the set that we’re after since being positive is defined by being
greater than zero and being even is defined by being 2 times some integer.

Similarly, we can specify the set of all negative, odd numbers as follows:

{a ∈ Z| a < 0, a = (2× n) + 1 for some n ∈ Z}

where again negativity is defined as being less than zero, and being odd is defined by being 2 times some
integer, and then adding 1. Note that we could also define being odd as being 2 times some integer minus
1, since {a ∈ Z| a = (2 × n) + 1 for some n ∈ Z} = {a ∈ Z| a = (2 × n) − 1 for some n ∈ Z}, as is easily
checked (check that the elements in one set are also in the other, and vice versa).

Exercise 1.11 Which of the following sets are equal? A1 = {1, 2, 3, 4, 5}, A2 = {{1, 2}, 3, 4, 5}, A3 =
{{2, 1}, 4, 5, 3}, A4 = {2, 5, 3, 4, 1}.

Solution: We have A1 = A4 and A2 = A3, and no other pairs of sets are equal (namely, A1 6= A2,
A1 6= A3, A2 6= A4, and A3 6= A4). The reason A1 = A4 is simply that they share the same elements
(remember, sets are just collections of distinct elements so it doesn’t matter in what order we write these
elements), and the same can be said about A2 and A3. What’s more enlightening is why, for example,
A1 6= A2. This is because, for example, the element 1 is in A1, but it isn’t in A2. Don’t be confused by the
fact that {1, 2} is in A2, because even though 1 is in {1, 2}, 1 is not in A2. Namely, the set {1, 2} is viewed
as a single, indivisible element in A2, and 1 6= {1, 2}. Similarly, the element 2 is in A1 but not in A2,
and similarly the element {1, 2} is in A2 but not in A1. The other (non-)equalities can easily be derived
in a similar way.

Exercise 1.19 Show that for any sets A and B, it is always the case that A ⊆ A∪B and that A∩B ⊆ A.

Solution: This exercise is somewhat trivial, but going through it rigorously will help give us the feel
for how these sorts of arguments go, what rigor really is, and how to construct proofs by sticking only to
our definitions and previously determined truths. So here we go.

Let A and B be any sets. To show that A ⊆ A ∪ B, we need to show that x ∈ A ⇒ x ∈ A ∪ B,
which means nothing but "if x is an element in A, then it’s also an element of A ∪ B, which is precisely
the definition of what it means for A ⊆ A ∪ B. Now that we know what we need to do, the rest is trivial.
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Namely, suppose x ∈ A. Then it is true that x is in A or x is in B (namely, x is in A), so by definition
of the union of A and B, we see that x ∈ A∪B. Thus, x ∈ A⇒ x ∈ A∪B, which is what we set out to prove.

Now we need to show x ∈ A ∩ B ⇒ x ∈ A in order to establish that A ∩ B ⊆ A. So suppose x ∈ A ∩ B.
Then, by definition of the intersection of two sets, x ∈ A and x ∈ B. In particular, x ∈ A, so we indeed
have that x ∈ A ∩B ⇒ x ∈ A, establishing our result.

Exercise 1.21 Let A = {1, 2, 3} and B = {a, b, c}. Write out all of the elements in A×B.

Solution: Recall that A × B is defined to be the set of pairs (a, b) such that a ∈ A and b ∈ B. Thus,
we have for the given two sets:

A×B = {(1, a), (1, b), (1, c), (2, a), (2, b), (2, c), (3, a), (3, b), (3, c)}.

Note, for example, that if B = {1, 2, 3}, the Cartesian product is still a non-trivial construction. Namely,
in this case,

A×B = {(1, 1), (1, 2), (1, 3), (2, 1), (2, 2), (2, 3), (3, 1), (3, 2), (3, 3)},

and we note that, for example, 1 6= (1, 1) and (2, 1) 6= (1, 2), so that in both cases A × B genuinely has 9
elements.

Exercise 1.22 Let A,B, and C be sets. Show that (A ∪ B) ∪ C = A ∪ (B ∪ C) and that (A ∩ B) ∩ C =
A ∩ (B ∩ C).

Solution: Recall that in order to show that two sets A and B are equal, we need to show that A ⊆ B and
that B ⊆ A. This is the very definition of set equality. Thus, we need to show that (A∪B)∪C ⊆ A∪(B∪C)
and A∪(B∪C) ⊆ (A∪B)∪C. Recall also that to show that A ⊆ B, we need to show that x ∈ A⇒ x ∈ B.
Let’s do the first one first. Accordingly, suppose that x ∈ (A∪B)∪C. Then x ∈ A∪B or x ∈ C, by defini-
tion of the union. But x ∈ A∪B implies that x ∈ A or x ∈ B, so we have that x ∈ (A∪B)∪C ⇒ x ∈ A or
x ∈ B or x ∈ C. But x ∈ B or x ∈ C is the same as x ∈ B ∪C, so we have that x ∈ (A ∪B) ∪C ⇒ x ∈ A
or x ∈ B ∪ C. But x ∈ A or x ∈ B ∪ C is the same as x ∈ A ∪ (B ∪ C), so finally we have that
x ∈ (A∪B)∪C ⇒ x ∈ A∪ (B ∪C), so that (A∪B)∪C ⊆ A∪ (B ∪C), which is what we wanted to prove.

Proving that A∪(B∪C) ⊆ (A∪B)∪C is done in the exact same way. Namely, x ∈ A∪(B∪C)⇒ x ∈ A
or x ∈ B ∪ C, and x ∈ B ∪ C ⇒ x ∈ B or x ∈ C, so x ∈ A ∪ (B ∪ C) ⇒ x ∈ A or x ∈ B or x ∈ C. Now,
x ∈ A or x ∈ B ⇒ x ∈ A ∪ B, so we have x ∈ A ∪ B or x ∈ C, thus x ∈ A ∪ (B ∪ C) ⇒ x ∈ A ∪ B or
x ∈ C, which is precisely the definition of x ∈ (A ∪B) ∪C). Thus x ∈ A ∪ (B ∪C)⇒ x ∈ (A ∪B) ∪C, so
A ∪ (B ∪ C) ⊆ (A ∪B) ∪ C. This, combined with the result of the above paragraph, is the very definition
of (A ∪B) ∪ C = A ∪ (B ∪ C), so we’ve established our first result.

Additionally, establishing the second result (involving intersections) is word for word exactly the same
as the above, only by replacing the ∪s with ∩s and "or"s with "and"s (i.e., replace a phrase like "x ∈ A or
x ∈ B" with "x ∈ A and x ∈ B").

Exercise 1.34 Find at least three other bijective functions A → B, with A and B as they are in the
above example.

Solution: From the above exercise, we have A = {1, 2, 3, 4} and B = {a, b, c, d}, and the bijective function
that we defined in that example was f1 : A→ B with f1(1) = c, f1(2) = b, f1(3) = d, and f1(4) = a where
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I’ve now put a subscript on f to remind us that it is only the first bijective function that we’ll define. Let’s
now define four more bijective functions f2, f3, f4, f5 : A→ B. There are many more than 5 such bijective
functions (in fact, there are 24, in case you want to find them all), but we’ll only do 5 (in total). Let’s define
(for no particular reason) f2 by f2(1) = a, f2(2) = b, f2(3) = c, and f2(4) = d. Note that we’re defining
this to be the case, i.e., we’re defining, forcing f2 to be the function that sends 1 ∈ A to a ∈ B, etc. We
can now define another bijective function by, for example, simply swapping the actions on 3 and 4, so that
we can define f3(1) = a and f3(2) = b just like f2, but now f3(3) = d and f3(4) = c. We can now go back
to f2 and only swap the actions on 1 and 2, so that f4(1) = b, f4(2) = a, f4(3) = c, and f4(4) = d. Now
let’s define a bijective function that is the same as f2 on 1, but then cycles the actions on 2, 3, and 4, so
that f5(1) = a just like f2, but f5(2) = d, f5(3) = b, and f5(4) = c. Again, there are many other bijective
functions we can define (24 distinct ones in total, where two functions are distinct if there exist elements
in the domain that are sent to different elements in the codomain), and I encourage the reader to find all
24 of them in total (with 5 of them being given here).

Exercise 1.35 Show that if there is a bijective function f : A → B, then there exists a bijective function
g : B → A. Show also that this is not the case for functions that are either only injective, or only surjective.

This is a long solution, and not all of it is immediateley relevant for the problem, but I think it has
some good info in it, so try to get through it!

Solution: Suppose that there is a bijective function f : A → B. What we want to do is use this func-
tion to define a function g : B → A that is also bijective. The way that we’ll define this function, it will
turn out to be what’s called the "inverse of f", and we’ll have a bit more to say about this after we’re done
with the proof. What we need to do is define g(b) ∈ A for each b ∈ B. I.e., we need to pick up each element
in B and assign it some element in A, and we need to do so in a bijective manner. Moreover, we need to do
so while only knowing that there exists a bijective f : A→ B. We begin by taking b ∈ B arbitrary. Since
f is bijective, there is a unique element a ∈ A such that f(a) = b (note that the fact that there is such an
a ∈ A at all follows from the surjectivity of f , and the fact that this a is unique follows from the injectivity
of f). Thus, it is well-defined for us to send b to a—i.e., g(b) = a ∈ A where a is the unique element in
A such that f(a) = b. This defines g on each b ∈ B, and therefore our function g is completely specified.
Now we just need to prove that g is bijective.

We begin by proving that g : B → A is surjective. Pick any a ∈ A. We need to show that there is a
b ∈ B such that g(b) = a. Well, let’s consider the element f(a) ∈ B that is the image of a under f . Since
this is an element in B, we can ask about where it is sent in A under the action of g—i.e., we can ask about
g(f(a)). Well, g(f(a)) is that element in A that maps to f(a) in B under the action of f . Clearly, this
element is just a!. Thus, for each a ∈ A, there is an element b ∈ B such that g(b) = a, and this element is
nothing but f(a). We’ve therefore established that g is surjective.

Now we need to establish that g is injective. Suppose g(b) = g(b′) for some b, b′ ∈ B. We need to show
that b = b′, as this is the definition of injectivity (that g(b) = g(b′) ⇒ b = b′ holds for all b, b′ ∈ B). Well,
since b ∈ B and f is bijective, there is some a ∈ A such that f(a) = b, and similarly there is some a′ ∈ A such
that f(a′) = b′. Moreover, g(b) = g(f(a)) = a, simply due to how g is defined (namely, it takes an element
in B to the element in A that maps to it under f), and similarly g(b′) = g(f(a′)) = a′. Thus, if g(b) = g(b′),
then a = a′, and so f(a) = f(a′), which is nothing but the statement that b = f(a) = f(a′) = b′. This
establishes that g is injective, and therefore bijective.

The g that we’ve constructed is called the "inverse of f". To see why it’s called this, let’s first note the
situation in which we find ourselves. We’ve established that if there is a bijective function "one way", then
there is a bijective function "the other way". But then we can view the bijective function that is going "the
other way" as the "initial" bijective function, and then define a bijective function going "the other other
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way", which is just the original direction. I.e., we have shown that if f : A → B is bijective, then there
exists a bijective function g : B → A. But then we can apply this logic again and say that since there is a
bijective function g : B → A, then there must be a bijective function h : A → B. In fact, if we apply the
same construction that we did above to define g and use it to define h, we’ll find that h = f as functions.
In the above, we found that g(f(a)) = a for all a ∈ A, and similarly we would find that f(g(b)) = b for all
b ∈ B. This is way g is called the inverse of f , and is often denoted by f−1, so that f−1(f(a)) = a for all
a ∈ A and f(f−1(b)) = b for all b ∈ B. It is then hopefully clear that the inverse of the inverse is just the
original function (this is the statement that h = f above), and that the action of the inverse function is to
simply "undo" the action of the original function.

Now, if there is a bijective function one way, then there will usually be more than one, and there will
also be more than one bijective function the other way. For example, if A = {1, 2, 3} and B = {a, b, c},
and if f : A → B is defined as f(1) = a, f(2) = b, f(3) = c, then the inverse of f is that function
f−1 : B → A defined by f−1(a) = 1, f−1(b) = 2, f−1(c) = 3, as is easily checked. However, there are
other bijective functions g : B → A which aren’t the inverse of f . For example, the function defined by
g(a) = 2, g(b) = 1, g(c) = 3 is bijective but not the inverse of f . Can you find g−1? This is all much more
than the question asked for, but I think it’s interesting regardless.

Finally, we should mention what we mean by "well-defined" throughout this solution, and in doing so
answer the last part of the question. Let’s go back to the beginning of the construction. Take b in B and
let’s try to define the action of g on this element. I.e., let’s try to use the info of f to define a function
g : B → A. But suppose f is not surjective. Then there may not be an element in A that hits this
b ∈ B, and so we don’t have enough info to construct a function that we know will be bijective (even if f is
injective). Now suppose f is not injective (and it may still be surjective if we want it to be). Then even if
there is an a ∈ A that hits this b, i.e., even if there is an a ∈ A such that f(a) = b, then it may still be the
case that there is another distinct element a′ ∈ A such that f(a′) = b also. Since we can’t use g to send
b to both a and a′ (by definition of functions, which must send every element in their domain to a single
element in their codomain), we can’t define g on this element and we come to another roadblock. Thus, we
really relied heavily on the bijectivity of f throughout the whole construction above and there’s really no
way around that.

Exercise 1.36 We now put to rest the issue of A× (B × C) 6= (A× B)× C that we saw above. Namely,
even though these sets aren’t strictly equal, they’re always in a bijective correspondence with each other,
and can therefore be viewed as equivalent for all practical purposes. So, let A,B, and C be three sets.
Show that there exists a bijective function f : A× (B × C)→ (A×B)× C.

Solution: This solution may again seem trivial, but it is in fact not. It is important that every step is
understood and that the necessity of each step is understood—i.e., that it is understood not just what is
happening in each step, but why it is the case that we needed each step. What we need to do here is
define a function f : A × (B × C) → (A × B) × C, and then show that it’s bijective. Let’s first define
it. Let (a, (b, c)) be an arbitrary fixed element in A × (B × C). We define the action of f on this ele-
ment to be f(((a, (b, c))) = ((a, b), c). Note the nested parentheses: there is one set of parentheses on the
left coming from the f(·) notation, then the rest of the parentheses on the left come from the fact that
we’re putting the element (a, (b, c)) inside these parentheses. Note also that this is a non-trivial action:
(a, (b, c)) is an element of A × (B × C), whereas ((a, b), c) is an element in (A × B) × C. Now that we’ve
defined this function, seeing that it is bijective is immediate. Namely, if ((a, b), c) is an arbitrary element
in (A×B)×C, then (a, (b, c)) is an element in A× (B ×C) that maps to it under f . Thus f is surjective.
Now, if f((a, (b, c))) = f((a′, (b′, c′))) for some (a, (b, c)), (a′, (b′, c′)) ∈ A × (B × C), then the definition of
f implies that ((a, b), c) = ((a′, b′), c′). Now, two elements in a Cartesian product are equal if and only if
each one of their "slots" are equal, so we then see that it must be the case here that a = a′, b = b′, and
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c = c′, and therefore (a, (b, c)) = (a′, (b′, c′)). Thus f is also injective.
Thus, even though the two Cartesian products in the problem statement above are not strictly equal as

sets, they’re always in bijective correspondence with each other, which is in almost every respect an equally
good definition of "set equality" (though of course it’s not the same definition as genuine set equality).

Exercise 1.39 Define a bijective function f : N→ Z.

Solution: As usual, there are lots of different bijective functions from N to Z that we can define, and we’ll
define the one that I think is the simplest. I challenge the reader to define others. I’ll warn the reader that
other bijective functions may not have very compact definitions, like the one below does, but that doesn’t
mean that these other bijective functions are better or worse.. Let’s first recall that N = {1, 2, 3, ...}, and
Z = {...,−3,−2,−1, 0, 1, 2, 3, ...}. We then see that we can divide N up into even and odd elements, and we
can define Z up into positive and negative elements. However, this division of Z doesn’t take into account
0, which isn’t positive or negative, so we need to be careful with this element. Let’s first define f : N→ Z
such that f(1) = 0, so that we’ve now "hit" the 0 element in Z. Now let’s send the remaining odd numbers
in N to the positive integers in Z, so that f(3) = 1, f(5) = 2, f(7) = 3, f(9) = 4, ..., so that in general,
f(n) = n−1

2 when n ∈ N is odd (note that this checks out for the elements 3, 5, 7, and 9 that we’ve
explicitly written out). Now let’s define f to send the even elements in N to the negative elements in Z, so
that f(2) = −1, f(4) = −2, f(6) = −3, f(8) = −4, ..., so that in general f(n) = −n

2 whenever n is even.
We can write this out more succinctly by saying that f : N→ Z is defined as

f(n) =

{
n−1
2 , if n is odd
−n

2 , if n is even
.

Note that we do indeed hit 0 with this definition, because when n = 1, n is odd and therefore f(1) = 1−1
2 = 0.

It is also clear that f so defined is bijective. If this isn’t clear, though, let’s prove it. Namely, f is surjective
for the following reason. Let m ∈ Z be arbitrary. Then if m = 0 we know that 1 ∈ N maps to it under f ,
so that covers this case. If m 6= 0, then m is either positive or negative. If m is positive, then 2m + 1 is
also positive, and is therefore in N, and in fact 2m+ 1 is precisely the element in N that maps to m under
f . This is because f sends odd elements in N (and 2m + 1 is odd, since it’s "two times something plus
one") to themselves minus one divided by two. Now, (2m+1)−1

2 = 2m
2 = m, thus establishing that 2m + 1

is the element in N that maps to m in Z under f , when m ∈ Z is positive. Now, if m ∈ Z is negative,
then 2m is also negative and −2m is positive (since the negative of a negative is positive) and therefore
−2m ∈ N. It’s also clear that this is the element that maps to m ∈ Z when m is negative. This is be-
cause −2m is positive and even, and f sends these elements two negative one half times themselves. Thus,
f(−2m) = −−2m2 = −(−m) = m, thus establishing that −2m is the element in N that maps to m ∈ Z.
Since every element in Z is either 0, positive, or negative, we’ve successfully shown that f is surjective.
Showing that f is injective is very easy, since the expressions on the right hand side of the definition of f
clearly are distinct. I.e., if f(n) = f(n′) for some n, n′ ∈ N, then clearly n and n′ need to either both be
odd, or both be even. If they’re both odd, then f(n) = f(n′) ⇒ n−1

2 = n′−1
2 ⇒ n − 1 = n′ − 1 ⇒ n = n′,

and a similar calculation shows that f(n) = f(n′)⇒ n = n′ when n and n′ are both even. This establishes
that f is also injective, and we’re therefore done. Thus, even though one of these sets seems to be "twice
as big" as the other, in reality they’re actually in bijective correspondence with each other and therefore
have the same cardinality, according to our (correct) definition of cardinality.

Exercise 1.40 Show that if f : A → B and g : B → C are both bijective, then so is the composi-
tion g ◦ f : A→ C.
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Solution: Let’s first recall what the composition of two functions is all about. Let f : A → B and
g : B → C be two functions, where we note that the codomain of f is the same set as the domain of g (this
is necessary). Using these two functions we can define a function h : A→ C as follows. Define h to be the
function that first uses f to take elements in A to B, and then wherever we end up in B we use g to take
us from B to C. Thus, for any a ∈ A, we have that h(a) = g(f(a)), which we note is well-defined since f
takes a in A to f(a), which is an element in B, and then g takes the element f(a) ∈ B to some element
g(f(a)) in C. We often denote h by g ◦ f and call it "the composition of f and g". What we want to show
here is that if f : A → B and g : B → C are both bijective, then the composition g ◦ f : A → C is also
bijective.

So suppse that f and g are as in the problem statement and consider their composition g ◦ f : A→ C.
Let’s first show that the composition is surjective. Take c ∈ C arbitrary. We need to show that there is an
a ∈ A such that g◦f(a) = g(f(a)) = c. Well, we know that g is surjective (since it’s bijective), which means
that there is some b ∈ B such that g(b) = c (there may be more than one such b ∈ B, since surjectivity
doesn’t say anything about how many elements in the domain hit some element in the codomain, all that
matters is that there is some such element, and we simply choose one of them). But, since b ∈ B and f is
surjective (since it’s bijective), we know that there is some a ∈ A such that f(a) = b. Then, for this a, we
have c = g(b) = g(f(a)), which is what we wanted to show. Now let’s show that g ◦ f is injective.

As usual, we want to show that g◦f(a) = g◦f(a′)⇒ a = a′. So let’s suppose that g◦f(a) = g◦f(a′), i.e.,
that g(f(a) = g(f(a′)). Then, since g is injective (since it’s bijective), we know that g(b) = g(b′)⇒ b = b′,
so in particular if b = f(a) and b′ = f(a′), we see that f(a) = f(a′). But, we also know that f is injective
(since it’s bijective), so we similarly know that a = a′. But that’s it! We’ve shown that if g(f(a)) = g(f(a′)),
then a = a′, which is precisely the definition of g ◦ f being injective. These two paragraphs therefore show
that g ◦ f is bijective (surjective and injective).

An illuminating exercise would be to write down three simple sets and define some bijective functions
between them. Then, whenever the composition is defined (i.e., whenever the codomain of one is the do-
main of the next), see that the composition is indeed bijective. Moreover, see that if one of the functions
involved is not bijective, then the composition won’t be bijective either. Abstractly, we see this by noting
that we relied heavily on both the surjectivity and injectivity of both of our functions in the proof above.

Exercise 1.41(this is tricky) Show that there is a bijective function Q → N. Note that the above ex-
ercise says that it’s sufficient to find a bijective function Q→ Z.

Solution: There is a very thorough description of this problem (and its solution) on the website (truebeauty-
ofmath), which can be found here: http://truebeautyofmath.com/lesson-12-infinity-times-infinity-infinity/
(although I do it slightly differently there, but the approach is the same). Therefore, I’ll only give the
outline of the solution here. First, we’ll use the results of Exercises, 1.35, 1.39, and 1.40 to see that we
only need to define a bijective function Z→ Q. Namely, exercise 1.35 shows that if we can find a bijective
function N → Q, then we can find one the other way. Then, exercise 1.40 shows that if we can find a
bijective function N → Z and a bijective function Z → Q, then we can find one N → Q. Lastly, exercise
1.39 says that there is indeed a bijective function from N to Z, meaning all we have left to do is find a
bijective function from Z to Q. We do this as follows.

We first define our function F : Z → Q to map 0 7→ 0 (i.e., F (0) = 0), so that takes care of that. We
then map the positive integers to the positive fractions (and we do so bijectively), and then we can use the
same exact logic to do so for the negative form of each. Let’s focus on the positive case. Form an infinitely
large grid of positive integers going horizontally and positive integers going vertically, so that we have (1,
1) in the upper-left most box, then (1, 2) to the right of that box, (1, 3) to the right of that box, and
subsequently out to the right we have (1, 4), (1, 5), ... . Then, below the (1, 1) box we have the (2, 1)
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box, and to the right of this box we have (2, 2), (2, 3), (2, 4), and so on. Then, below the (2, 1) box we
have the (3, 1) box, with (3, 2), (3, 3), (3, 4), ..., extending to the right. This grid goes infinitely far down
and infinitely far to the right. We view this grid as labeling every positive fraction, where the second slot
is the numerator and the first slot is the denominator, so that for example the box (2, 5) represents the
fraction 5

2 , the box (4, 1) represents 1
4 , and the box (1, 3) represents 3

1 = 3. We note that each fraction is
represented more than once. For example, 1 ∈ Q is represented by (1, 1), (2, 2), (3, 3), and so on, while
5
2 ∈ Q is represented by (2, 5), (4, 10), (6, 15), and so on. But this is okay.

We now zig zag through this grid, defining our function as we go, and skipping over any repeats, so
that we ensure that F is both surjective (reflected by the fact that every positive fraction is in the grid
somewhere) and injective (reflected by the fact that we’ll skip repeats). Note that we also only use positive
integers here. So, we start with the box (1,1) and assign 1 to it. Now, (1, 1) represents the fraction 1, so
we define F (1) = 1. Then we move one box to the right, over to (1, 2), and on to the next positive integer
2 ∈ Z. Now, this box represents 2

1 = 2 ∈ Q, so we define F (2) = 2. Then we move diagonally down to
the left, which is (2, 1) ∼ 1

2 , and on to the next positive integer 3 ∈ Z. We then define F (3) = 1
2 . We now

move vertically down, to box (3, 1) ∼ 1
3 and to the next positive integer 4, and we assign F (4) = 1

3 . Now
we move diagonally up and to the right, over to box (2, 2). But (2,2) represents the same fraction that (1,
1) does, and we’ve already "hit" this fraction with our function, so we simply move on and keep going up
diagonally and to the right (and on to the next positive integer, 5). We then hit the box (1, 3) ∼ 3, and
since we haven’t hit this fraction yet we assign F (5) = 3 ∈ Q. Now we move to the right, to box (1, 4) ∼ 4
and to the next positive integer 6. We assign F (6) = 4. Now we move back diagonally down and to the
left. We keep doing this, snaking diagonally back and forth and assigning the next positive integer to the
fraction that we land on so long as we haven’t already hit an equivalent fraction with our function before.
Since we have infinitely many positive integers to play with, this process will never end, and every square
in the grid that isn’t a duplicate of something else will eventually be hit. This ensures surjectivity, and our
skipping of duplicates ensures injectivity. We can then do the same thing for the negative fractions and the
negative integers, simply by putting a negative sign in front of all of the assignments that we’ve defined.
This completes the construction, and bijectivity has bean manifest at every step of the process.

We note that this function doesn’t have a nice closed form expression like our function from N to Z
did, but that’s okay. We also note that the snaking diagonally back and forth was absolutely necessary,
because if we had started assigning positive integers just to a single row, for example, then we’d never get
out of that row to the rest of the grid because each row is infinitely long. Therefore there truly is no "nice"
or "easy" definition of such a function, which the discussion in the lesson linked to above (and the lesson
preceding it) discusses.

Exercise 1.43 Let A be a set with finitely many elements, and denote that number by N . Show that P (A)
has 2N elements.

Solution: As usual, let’s first look at a couple simple examples. Let A be a set with two elements, and for
concreteness let’s call them a and b, so that A = {a, b}. Our exercise will have us believe that P (A) will have
22 = 4 elements in it, and sure enough this is the case, since the only subsets of A are ∅ = {} (since the empty
set is a subset of every set), {a}, {b}, and A = {a, b} (since every set is a subset of itself). I.e., in this case we
have P (A) = {{}, {a}, {b}, {a, b}}, where now the elements of P (A) are themselves subsets. Now what about
when A has three elements, say A = {a, b, c}. Then P (A) = {{}, {a}, {b}, {c}, {a, b}, {a, c}, {b, c}, {a, b, c}},
which sure enough has 23 = 8 elements. Note that the statement in the exercise is true when N = 1,
since a one-element set has 21 = 2 subsets, which are the empty set and the set itself. Finally, we note
that the statement is even true for N = 0, when A is the empty set, since 20 = 1 by definition. So now
that we’re a bit more familiar with the construction of the power set (which we note is still well-defined
when A has infinitely many elements, and that we’re only considering the case when A has finitely many
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elements), let us try to prove the exercise for the general case. There are a couple different ways to do this,
and the method we’ll use will use the same kind of logic as that used in what’s called "proof by induction",
but in this case it’s an argument that can stand alone. For more discussion about this argument, see
http://truebeautyofmath.com/lesson-15-proving-the-pattern/.

We begin by mapping this problem to one that is easier to solve. Namely, instead of counting subsets of
a set, let’s instead count functions. To do this, we notice that any subset of A can be completely specified
by a particular function f : A → {0, 1}. How? Well, we can take any subset S ⊆ A and define for it a
characteristic function fS : A→ {0, 1} as follows. Define fS(a) = 0 if a /∈ S, and define fS(a) = 1 if a ∈ S.
For example, if S = ∅, then fS(a) = 0 for all a ∈ A, and if S = A, then fS(a) = 1 for all a ∈ A. Conversely,
given any function f : A → {0, 1}, we can define a subset S that corresponds to this function by saying
that a ∈ S if f(a) = 1 and a /∈ S if f(a) = 0. Thus, it is clear that the set of subsets of A is in bijection
with the set of functions {f : A→ {0, 1}}. Thus, all we need to do is count the number of such functions,
and we’ll have effectively counted the number of subsets of A. The key realization—and the whole reason
why we’ve phrased the problem in these terms—is that if we know how many functions f : A → {0, 1}
there are when A has N elements, then we also know how many there are when A has N +1 elements (this
is where the logic is "inductive", for those who know the term (and for those who don’t, there will soon be
a lesson on truebeautyofmath.com about it)).

To see this, suppose we know how many functions f : A → {0, 1} there are when A has N elements,
and call this number of functions M . Now suppose we add one element x to A so that we have a new set
A′ = A ∪ {x}. Thus A′ has N + 1 elements, and let’s consider how many functions f : A′ → {0, 1} there
are. But once we know M , this is easy, for each function f : A′ → {0, 1} must send x to either 0 or 1, and
for each case we get "another copy" of the M functions f : A→ {0, 1}. I.e., any function from A′ to {0, 1}
can be characterized by two pieces of information: i) where it sends x, and then a function f : A→ {0, 1}.
For each function A → {0, 1}, we have two possibilities on where we can send x, and so we get a total
of 2M functions. Thus, the number of functions f : A → {0, 1} when A has N + 1 elements is twice the
number of such functions that exist when A has N elements. But this number is then twice as much as
that number when A has N −1 elements, and this number is in turn twice as much as that number when A
has N − 2 elements. We know how many functions there are when N = 0, namely there’s 1. When N = 1,
we therefore must multiply the case of N = 0 by 2, so that there are 1 × 2 such functions when N = 1.
When N = 2, we need to multiply this number by 2 again, so we get 22 = 4 functions when N = 2, and
then when N = 3 we need to multiply this number by 2 again so we get 2 × 22 = 23 = 8 functions when
N = 3. Continuing on, t becomes clear that there will be 2N functions for general (finite) N , and since
these functions are in one-to-one correspondence with the set of subsets of a set with N elements, we’ve
therefore established the result.
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